The Pathfinding


The pathfinding is a very common problem in games, basically a human user will expect the NPC (Non Player Characters) to act as if they were actually human, and one of the expected features is that they should move from a point to another as a human would do, and not by teleporting them at their destination. This is a common problem and many sites over the internet treat about their own solution to solve it, but there is no absolute solution in games.


As it has been researched for a while now, some algorithms have been published. For example, the well-known Dijkstra's algorithm, but finding a way from a point A to a point B is not the only challenge we have to face : a real-time game means that we have time constraints ! We cannot afford to use a few seconds only to decide our way. So, the great challenge is to find an algorithm that gives a good way, in a very short time. The A* algorithm is widely spread as it provides exactly what we are asking for.


In the following presentation, we will define more clearly what are our objectives, then we will see what is the A* algorithm exactly and a few mathematics, then we will take a look at the implementation in this very game, and the difficulties we came through and finally we will discuss what we could improve.


Objectives of the Pathfinding


First of all, we have to define what is our need. As a matter of fact, we do not need the best path of all. What is the point in calculating twice the time to gain a mere 5% shorter way ? So, we just want to have a “good” path. The definition of “good” is not very clear though, as we want our NPC to act as if it were human, “good” could mean that it is human-like, which is just not clear either. At the very least we hope the path to be a line whenever there is no obstacle.


The second point is the time. Our game is real-time based, which means we expect the interaction between the player and the environment to be fluid enough so that the player will feel immerged in the game. This will put some stress on our implementation of a pathfinding algorithm. This simple objective means that our NPC will have to decide its movement and to move in a tenth of second. But we also have to take into account that this single NPC is not the only thread requiring resources during this short time ! Apart the video renderer, the player manager and other resource-consuming processes, there could be several NPC acting at the same time and computing their path !


So, even with this two simple objectives, our task is not simple at all. We will see later, in the implementation part, where these constraints have led us to.


The A* Algorithm


The A* algorithm is a well-known algorithm in the community that is often used to “solve” the pathfinding problem. On the contrary of the Dijkstra’s algorithm, it will not find the best way of all, but it will find a good way and in a reasonable time. Why ? The Dijkstra’s algorithm is focused on getting the best way whereas the A* algorithm is only focused on finding a way, and will not make further calculations when one has been found.


The other major difference is that the A* algorithm is based on the use of a heuristic function : a function that would estimate the distance between a point and the goal. On the contrary of the Dijkstra’s algorithm, this heuristic function requires knowledge about the global geography of the world we evolve in ; as we have such information, it is only natural to use it to reduce the calculation time.


Before we go further, some terminology is needed. First of all, what’s the difference between an algorithm and a heuristic ? Basically, an algorithm is a process, a set of steps which you can follow to solve a problem. A heuristic however is not guaranteed to work, but it could provide solutions to problems for which there is no algorithm. In our case, calculating the distance between any point of the plan an the goal cannot be done quickly by an algorithm, as it requires to find the way to this point which is what we are currently trying to do. But we can easily have an estimation, for example the length of the segment these two points define : that is precisely a heuristic, as the estimation will probably not be the actual distance.


Another useful term is node. Most of the pathfinding algorithms have been designed for graphs, so the points of the plan are called nodes. Nodes are usually linked together by edges ; in our case, these nodes will also be called squares and their neighborhood will be their 8 “standard” neighbors.


And at last, we need to define the cost. In pathfinding, the cost is usually the length of the path. So, the best path is the path with the lowest cost, and our heuristic will give us an estimation of the cost from a point to the goal. So, in the case of the A* algorithm the “cost” f of a node is the sum of the cost g for going there from our starting point and the estimated cost h for going to the goal : f = g + h.


With the terminology now explained, we can directly go to the main point of this paragraph : the A* algorithm.


To put it simply, the A* algorithm is based on the use of two lists which are called the “Open list” and the “Closed list”. The “Open list” is a list of nodes that we have encountered but for which we have not searched their neighborhood, whereas the “Closed list” is a list of nodes we have fully explored.


So, the algorithm is quite simple. Starting from the point we are in, it will put in the “Open list” all the neighbors of this point, with their cost properly set, and put the starting point in the “Closed list”. Then, it will select the point of the “Open list” with the lowest cost and repeat these operations until it gets to the goal.


For those who want to have a deeper look into the algorithm, you can find the pseudo code here : http://www.geocities.com/jheyesjones/pseudocode.html.


The main point here is to noticed that the algorithm greatly depends on the heuristic we use to estimate the cost for going to the goal.


The choice of a heuristic


The main equation of the cost is : f = g + h. As g is quite easy to determine, the optimization of f only depends on h. And the cost is the key notion for a pathfinding algorithm. So first of all, what is the influence of h ?
· If h << g, then we can consider that f = g and the A* algorithm will behave as the Dijkstra’s algorithm, which give us performance but not efficiency.

· If h underestimates the cost, then the A* will find the lowest cost possible.

· If h perfectly estimates the cost, then the A* will rush to the goal, only visiting the points of the shortest path : it is helpful to notice than given perfect information it behaves perfectly.

· If h overestimates the cost, then it could be that the A* will not find the best way, yet it will faster.

· If h >>g, then the A* loses all efficiency.

We do not really need (for the moment) to implement a heuristic that will not overestimate the cost, but the Euclidian distance is so easy to compute (as it already exists in the libraries) that it will suit our needs.


The implementation and the difficulties


It was previously mentioned : the real difficulty is not to find the best way, most of the algorithms are able to do so, it is to find a suitable way within a given amount of time whatever the distance between the two points.


Our first attempt to use the A* was very simple : the world was represented as a matrix and some obstacles were added (by tweaking the value of the corresponding element in the matrix). There we experimented the problem of real-time as our world expand. It appears that with tortured geography, the algorithm was quite slow if the matrix expanded more than 32x32. This was quite a shock. Yet it could be explained.


The main problem of a real-time based application is its capacity to react. As we wanted our NPC to be able to follow a moving player, we had to compute the path both quickly and often. It was decided in the early stage than the path should be computed every 0.5 second ! So far it has not changed as it allows the NPC to move and react quickly. But it led us to modify the world.


A common approach in computing problems is known as “divide for reign”. We used it. We divided our one-block world into rooms, each of these rooms represented by a matrix respecting our limitations. And the world itself became a graph of the existing rooms. Yet, with the data structures modified, we needed to modify our algorithm.


Our approach for movement is now a 3-steps approach. The first step consists into finding the way from the starting room to the room of our goal, it makes use of the A* algorithm and determine the path from a room to another. Then, within a room, we re-used the A* algorithm to compute the path on a square basis. And finally, when it comes to actually move, we use a third level of precision to move from a square to another little by little so that the whole movement seems natural, but we only compute this increment when we move.


Then, as the path is often re-computed, it appears that we could afford not to compute the whole “square-path” at once. We only need to compute the “square-path” in the room we are in, and in the next room we will go to, it is sufficient due to our movement speed.


So, with this 3-steps computing process, we have achieved to compute a path within a few milliseconds… and most of our idea is not to compute what we are not sure to use, which lead the NPC to compute :

· the whole room-path, in order to find the next room it will go to (if any)

· a square-path from its position to 

· the targeted position if it is in the same room, or the next room

· or the center of the next room if not

every 0.5 seconds.

And it also computes a small increment of movement just before it actually moves, every 0.010 seconds (approximately).

In terms of implementation itself, as to improve the computation time we worked the code over and over. Finally, most of our variables are created once and for all, because the use of objects ruined our performance. We also re-worked the use of the lists because list calculations are very time-consuming when their size grow.


Improvements


Our pathfinding works, for sure, and it is not too time-consuming, yet we could improve it.

· The corner-problem comes first : when our NPC have to pass around a corner, they are likely to pass through, or at least part of them… it is not really a pathfinding problem, but it surely ruins the immersion.

· The computation could also be improved, as we will always re-compute the path every 0.5 seconds even if our target position remains the same or has not moved too far from the previous position we targeted.

· The heuristic, at last, could also be improved, because the Euclidian distance really underestimates the cost. Some explanations about the heuristic optimization for the A* algorithm can be found there for those who wish to have much more details on the matter :  http://theory.stanford.edu/~amitp/GameProgramming/Heuristics.html

